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Abstract. Convolutional Neural Networks are widely employed in a range of computer
vision applications such as image classification and text recognition. While delivering excel-
lent results across a range of applications, these high performing CNNs are computationally
intensive. This is due to dependency on huge number of parameters which limit their re-
usability on lower end CPUs. To address these limitations, we propose an eigenvalue-based
framework (EVF) to reduce computational cost by removing insignificant convolution layers
filters from the network while maintaining similar accuracy. Proposed method is architecture
independent and may easily be deployed to existing deep learning platforms. Experiments
have been carried on standard VGG-16 and AlexNet. Based on experiments the resultant
reduced models outperforms the original models in terms of computational cost while main-
taining similar accuracy. We have also compared proposed EVF with the state-of-the-art
methods. We have achieved comparable accuracy after filter pruning only and without further
retraining.
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1. Introduction
Deep convolutional neural network [13] has produced excellent results in visual classifica-

tion. An end-to-end learning system and ability to efficiently train large and complex networks,
have allowed them to obtain the state-of-the-art performance in number of benchmarks [16, 23].
Though these models are very powerful, large number of parameters consume considerable stor-
age and computational power. Most of the recent deep learning networks are based on transfer
learning approaches trained directly from these state-of-the-art models such as AlexNet [16],
VGG [23], LeNet [6] etc. Usually, the training process of these CNNs can be achieved on GPUs



Computational Cost Reduction of Convolution Neural Networks 151

or high compute devices and the researchers are bound to utilize these huge network although it
is not required in all the application. Further, for real world inference of these models on low end
CPUs with limited power, memory and computational resources; we require reduced models.
This problem has fueled development of computationally efficient CNNs, i.e. reduced network
with minimal parameters and comparable accuracy.

In order to achieve aforementioned goal, this paper proposes a novel Eigenvalue based Frame-
work (EVF) to remove insignificant filters from convolution layers while maintaining similar ac-
curacy. After an initial training of the network, we remove specific convolution layer filters based
on their performance on ξ-value measure. Our main insight arises by two aspects,

1. Few filters also termed as feature detectors in each convolution layer do not represent any
feature.

2. They must be removed from the network along with their connections as they do not con-
tribute much in final decision making.

Our scheme operates in convolution layers, reducing parameters (i.e. weights and biases)
of convolution filters. This leads to reduction in fully connected layers inputs in comparison to
HashedNets [5] and Compressed deep nets [8] which are only limited to fully connected layers.
Network pruning based approaches [9, 10, 12, 14, 18] remove certain connection by a certain
criterion and then retrain this optimized network to gain best possible accuracy. However, our
proposed method does not require any further retraining after filter removal. Furthermore, the
proposed framework is not only limited to aforementioned network. It can be utilized to any other
trained network to reduce the computational cost. Following are the significant contributions of
this paper:

• A novel Eigenvalue based Framework (EVF) to identify and remove insignificant convo-
lution filters for reduction of computational cost.

• Proposed framework also introduces a tunable parameter i.e., elimination rate (β) to control
the elimination of insignificant filter based upon the requirement.

• Reduced VGG-16 and AlexNet models with comparatively similar results.

• One of the major advantage of filter removal-based method is that the model structure
keeps intact. Hence further transfer learning or retraining of network is possible.

Rest of the paper is organized as follows. We address existing studies related to pruning
connection and reducing parameters for reduction of network in Section 2. In Section 3, we have
presented our proposed reduction algorithm in detail. Performance evaluation of the proposed
method on standard VGG-16 model and AlexNet, and experimental results are given in Section
4. Finally, conclusions of proposed algorithm are stated in Section 5.

2. Related Work
Deep convolutional neural networks (DNNs) has dramatically improved accuracy of object

classification tasks such as LeNet [6], AlexNet [16], VGGNet [23]. They have completely out-
performed earlier feature based method such as SVM [26], K-means [4], Fuzzy [21] etc. Apart
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from object/image classification it has been utilized in various other domains such as medical
science and data science [1, 2, 4]. LeNet architecture was first introduced by LeCun et al. [6]
for character recognition, trained with 61,710 parameters and executes 416,520 FLOPS in one
forward propagation. Similarly, AlexNet [16] and VGGNet [23] were developed for ILSVRC
challenge and aimed to classify 1 million images in 1000 object categories. AlexNet was trained
with 60,965,224 parameters and performs 724,406,816 FLOPS. However, latter one depends
upon 138,357,544 parameters and executes 15,470,264,320 FLOPS. Although these networks
are powerful, but usually they consume substantial memory and computational resources.

There have been various proposals for reducing number of parameters and computational
cost of a convolutional neural network under a variety of contexts. Denton et al. [7] exploited the
redundancy present within convolutional filters to derive approximations. This approach signif-
icantly reduced required computation while maintaining the accuracy within 1% of the original
model. However, reduction is limited to single convolutional layer (not of the whole network).
Mamalet et al. [19] designed a network which used rank-1 filters from outset and combine them
with an average pooling layer. However, it was difficult to apply such technique on general net-
work designs. Chen et al. [5] proposed an algorithm for optimizing size of the network which
randomly combine neuron weights based upon a hash function. All the neurons falling under
same hash bucket can be parameterized by one value. However, the method failed to capture
nature of image since the selection of weights for groping is predefined by hash function instead
of being learned through training. Another vector quantization-based algorithm was proposed to
reduce deep convolution neural network [8]. However, both these methods were suggested for
reduction of fully connected layers instead of convolutional layers.

Network pruning has been used both to reduce network complexity and overfitting [9,10,14].
All connection with weights below a threshold are removed from the network. Finally, network
gets retrain to learn the final weights for remaining sparse connections. However, replacing
small weights with sparse connections limits the ability of filters to detect gradient information.
Hence, such networks suffered with accuracy loss issues. Dropout is a regularization technique
for neural network models proposed by Shrivastava et al. [24]. It was considered among state
of the art approaches for dropping connections. The idea is to randomly drop nodes (along with
their connections) from the neural network during training with some probability. It prevents
nodes from excessive co-adaptation. However, selection of nodes is completely random and also
dropout aims to reduce overfitting rather than reducing parameters.

Channel pruning [12] based method prunes input channels and minimizes the reconstruction
error of feature maps. Li et al. [17] proposed filter pruning method which prunes less useful filters
based on weighted sum of kernal weights. Similarly, Thinet [18] proposed by Luo et al. droped
unimportant filters. However, selection of unimportant filters is based on several criteria such
as random, mean, standard deviation etc. All methods mentioned above proceed in following
manner: initial training, removing connections and then retraining. It introduces overheads due
to retraining. [9,10,14] remove specific weights for network pruning which destroys the structure
of the network. Furthermore, all these methods are aimed to retrain and design well optimized
networks which can be fed to small embedded devices. Reduced networks cannot be further used
for transfer learning and limited to perform a dedicated application. Hence despite of achieving
good network optimization these methods are not implemented on most of the deep learning
platforms. However, our algorithm aims to minimize networks to an optimum level such that
they can be retrained on low end CPUs. Unlike conventional pruning, we do not perform repeated
iterations of removing connection and retraining. The proposed reduction method adds limited
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computational cost due to filter identification and removal only.

3. Proposed Method

Proposed eigenvalue based reduction method is a three-step process, as illustrated in Fig. 1,
first step is to pass input feature maps or images via convolution filters, whose outputs are also
feature maps. ξ-value for each output feature map is computed secondly. Finally insignificant
filters with their respective connections are removed. All filters with ξ below a specific threshold
are identified as insignificant filter and may be removed from the network. It converts a dense
convolutional neural network into a sparse one.

Fig. 1. Illustration of our three-step convolution filter reduction algorithm

3.1. Computational cost of a Convolution Layer

The operations of CNN involve stacking multiple layers of convolution filters on top of each
other, followed by a non linear response function. Every lth convolution layer takes input feature
map (f l ∈ RCl×X

fl×Y
fl ) where Cl, Xf l , Yf l are channel, width and height of f l. It gets con-

volve with a 4-D convolution kernel (ωl ∈ RNl×Cl×n×n) where Nl represents number of filters
of size n×n. The output is a new feature map (f l+1 ∈ RNl×X

fl+1×Y
fl+1 ) where Xf l+1 ×Yf l+1

represent output size of f l+1
q . It can be computed as:

f l+1
q = Ψl(ωl

q ∗ f l + blq) (1)

∀q ∈ {1, 2, ....., Nl}, where qth filter weight and bias are represented by ωl
q and blq respectively.

Ψl is a non linear function such as Rectified Linear Unit (ReLU), Ψ(x) = max(0, x). Com-
putational complexity of layer l can be computed by O(ClNln

2Xf l+1Yf l+1). Proposed method
focuses on convolution layers and remove insignificant filters (ωl

q,ins) in each l in order to reduce
Nl. It directly minimizes the network and reduces computational cost (O).

3.2. Eigenvalue based Framework (EVF)

We propose an Eigenvalue based Framework (EVF) for identification of ωl
q,ins in each layer

l. It computes ξ for each output feature map f l+1
q which depends upon gradient square matrix

Gs and its eigenvalues. Conventional R-value [11] depends upon gradients to detect vertical and
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horizontal edges as well as corners. It is accomplished by computing one dimensional horizontal
and vertical derivatives of an image denoted by gx and gy respectively:

gx =
[
1 0 −1

]
and gy =

 1
0
−1

 (2)

The proposed EVF uses two dimensional Sobel filters. Since horizontal and vertical deriva-
tives are highly sensitive to noise. Image noise results into pixels that look quite different from
their neighbours. We take a noisy test image having a linear edge as shown in Fig. 2(a) and its
plot is given in Fig. 2(b).

Fig. 2. Input Image and its gradient response

Conventional horizontal derivative response shown in Fig. 2(c) is significantly affected by
noise and makes edge approximation task complex. One possible solution to overcome this issue
is to perform image smoothing as a preliminary step. Sobel filters provide required smoothing to
image before calculating its derivative. Sx and Sy denote Sobel gradient operators for horizontal
and vertical direction, respectively:

Sx =

1 0 −1
2 0 −2
1 0 −1

 =

1
2
1


︸︷︷︸
kx

[
1 0 −1

]︸ ︷︷ ︸
fx

(3a)

Sy =

 1 2 1
0 0 0
−1 −2 −1

 =

 1
0
−1


︸ ︷︷ ︸

fy

[
1 2 1

]︸ ︷︷ ︸
ky

(3b)
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Both Sx and Sy are separable. Each filter smooths in orthogonal direction using a one-
dimensional version of a triangular filter i.e. kx and ky and computes the derivatives in one
direction using fx and fy [27]. Fig. 2(d) shows smoothed image using a kernel k. Smoothing
provides more stable and less noisy gradient response which is shown in Fig. 2(e).

3.2.1. Autocorrelation Detection

The autocorrelation detector evaluates a local window patch on each f l+1
q (We denote f l+1

q

as f in future representations for convenience). This window gets shifted by a small amount in
different directions to compute changes in feature map intensities. A patch with almost similar
intensity results into small change (i.e. represented by ∆P ) corresponding to all shifts. However,
for an edge, a shift orthogonal to the edge results into large ∆P . But a shift along the edge results
into small ∆P . In case of a corner, all shifts result quite large ∆P as shown in Fig. 3. The
mathematical representation of ∆P produced by a shift (u, v) is

∆P (u, v) =
∑
x,y

[f(x+ u, y + v)− f(x, y)]2 (4)

[h]
Fig. 3. Image patches representing edge, flat and corner regions.

However, we add an additional dimension to compute diagonal shifts. Horizontal and vertical
derivatives are highly responsive to the edges. For corners, diagonal derivative is more informa-
tive. Fig. 4(d) shows diagonal derivative of a test image. To compute diagonal derivative, we use
Sobel 45◦ operator i.e. Sz:

Sz =

−2 −1 0
−1 0 1
0 1 2

 (5)

This yields new formulation of ∆P and it is given by:

∆P (u, v, d) =
∑

[f(x+ u, y + v, z + d)− f(x, y, z)]2 (6)

where d represents diagonal shift.



156 A. Verma et al.

Fig. 4. Input image with its horizontal, vertical and diagonal derivatives.

We perform Taylor series approximation of function f(x+ u, y + v, z + d) in Eqn. (6) upto
first partial derivatives, which leads to:

∆P (u, v, d) =
∑

[f(x+ u, y + v, z + d)− f(x, y, z)]2

=
∑

[f(x, y, z) + ufx(x, y, z) + vfy(x, y, z)

+ dfz(x, y, z)− f(x, y, z)]2

(we write fx(x, y, z), fy(x, y, z), fz(x, y, z)

as fx, fy and fz respectively for convenience)

=
∑

[ufx + vfy + dfz]2

=
∑

[u2f2x + v2f2y + d2f2z + 2uvfxfy

+ 2vdfyfz + 2dufzfx]

=
∑[

u v d
]  f2x fxfy fzfx
fxfy f2y fyfz
fzfx fyfz f2z

uv
d


(we write fxfy as fxy , fyfz as fyz and fzfx as fzx
for convenience)

=
[
u v d

](∑ f2x fxy fzx
fxy f2y fyz
fzx fyz f2z

)
︸ ︷︷ ︸

Gs

uv
d

 (7)
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where horizontal, vertical and diagonal derivatives are represented by fx, fy and fz respectively.
Higher order derivatives generate quite low response than lower order derivatives, hence the
Taylor series approximation is limited only upto first partial derivatives.

3.2.2. Gradient Square Matrix Gs

A matrix of gradient squares is represented by Gs. It describes the shape of local autocorre-
lation function ∆P (u, v, d) at origin. To compute ξ, we first need to find Gs. The steps are given
as follows:

1. Compute derivatives of I:

fx = Sx ∗ f, fy = Sy ∗ f and fz = Sz ∗ f (8)

2. Compute product of derivatives at each pixel:

f2x = fx · fx, f2y = fy · fy, f2z = fz · fz,
fxy = fx · fy, fyz = fy · fz and fzx = fz · fx

(9)

3. Compute sum of product (SOP) of derivatives of all pixels:

Σxx =

M∑
a=1

N∑
b=1

f2x(a, b), Σyy =

M∑
a=1

N∑
b=1

f2y (a, b)

Σzz =

M∑
a=1

N∑
b=1

f2z (a, b), Σxy =

M∑
a=1

N∑
b=1

fxy(a, b)

Σyz =

M∑
a=1

N∑
b=1

fyz(a, b), Σzx =

M∑
a=1

N∑
b=1

fzx(a, b)

(10)

where M and N are dimensions of f .

4. Compute Gs from sum of product of derivatives:

Gs =

Σxx Σxy Σzx

Σxy Σyy Σyz

Σzx Σyz Σzz

 (11)

3.2.3. ξ-value Computation

The value of ξ depends on eigenvalues of matrix Gs. It may be computed by:

ξ = det(Gs)−m(trace(Gs))
2 (12)

where m is a constant ranges between 0.04− 0.06, and

det(Gs) = λ1 · λ2 · λ3 and trace(Gs) = λ1 + λ2 + λ3

where λ1, λ2 and λ3 are eigenvalues of matrix Gs. If all eigenvalues are small, local autocor-
relation function is flat and corresponding ξ is very small. However, if any of the eigenvalue is
sufficiently large, a large ξ will be produced as shown in Fig. 5.
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Fig. 5. Eigenvalues for Gs computed on a group of feature maps. Lower eigenvalues correspond
to flat feature maps.

3.3. Convolution Filters Reduction

Let layer l has input feature maps (or images) F l = (f l1, f
l
2, ...., f

l
Rl), where Rl is number

of input feature maps (or images). Each f lr, ∀r ∈ {1, 2, ...., Rl} gets convolve with ωl
q and

produces f l+1
q . We compute ξ for each f l+1

q as shown in Algorithm 1. f l+1
q obtained from

wl
q,ins corresponds to very low ξ. All ξ scores are stored to construct the final ξ matrix (i.e.

represented by ξmat) as shown in Table 1.

Algorithm 1 Computing ξmat for Convolution Layer l

ξmat ← RRl×Nl

for r ← 1, Rl do
for q ← 1, Nl do
f l+1
q ← Ψl(ωl

q ∗ f lr + blq)

ξmat[r, q]← ξ(f l+1
q )

end for
end for
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Table 1. ξmat for Convolution Layer l
Filters→

wl
1 wl

2 . . . wl
Nl

f l
1 ξ11 ξ12 . . . ξ1Nl

f l
2 ξ21 ξ22 . . . ξ2Nl

...
...

...
...

...

←
Im

ag
es

f l
Rl

ξRl1 ξRl2 . . . ξRlNl

M l
1 M l

2 . . . M l
Nl

For l, M l shows the average of ξmat. It is given by:

M l =
1

Rl ∗Nl

Rl∑
r=1

Nl∑
q=1

ξmat[r, q] (13)

The individual mean of ξ values for each wl
q is represented by M l

1,M
l
2, ......M

l
Nl

at layer l
and it is defined in:

M l
q =

1

Rl

Rl∑
r=1

ξmat[r, q] (14)

for ∀q ∈ {1, 2, ...., Nl}.

We define a threshold valueM l
th = β∗M l. Ifwl

q hasM l
q less thanM l

th (i.e. M l
q < M l

th); wl
q

is termed as wl
q,ins. This may be eliminated from the model as its contribution to the network is

insignificant. Elimination rate is represented by β which defines the extent we can go to eliminate
wins. For a higher β, M l

th is high and more number of filters are eliminated which may lead to
loss of accuracy. However, a low β eliminates less filters and doesn’t affect the accuracy but
reduction will be low. So a fine tuning of β is required.

4. Experiments and Results

This section presents the experimental setup and results obtained by using proposed EVF
reduction method. Experiments were performed on VGG-16 [23] and AlexNet [16] trained on
ImageNet ILSVRC-2012 dataset [22], which has 1.2M training examples and 50K validation
images in 1000 object categories. Detail architecture of VGG-16 and AlexNet is shown in Table
2 and 4 respectively along with number of parameters (P ) and computational cost (O). We
measure O in terms of floating point operations per second (FLOPS).
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Table 2. Detail architecture of VGG-16 network (V GGori) with total number of parameters (P )
and computational complexity (O) in FLOPS

Layer No. of Channels
(Cl)

No. of Filters
(Nl)

Filter Size
(n× n)

No. of Bias
(Bl)

Output Size of each
Feature Map
(Xf l × Yf l )

No. of Parameters
(P = ClNln

2 +Bl)
FLOPS

(O = ClNln
2Xf l , Yf l )

Input 224× 224 0 0
Con1 1 3 64 3× 3 64 224× 224 1792 86704128
Con1 2 64 64 3× 3 64 224× 224 36928 1849688064
Con2 1 64 128 3× 3 128 112× 112 73856 924844032
Con2 2 128 128 3× 3 128 112× 112 147584 1849688064
Con3 1 128 256 3× 3 256 56× 56 295168 924844032
Con3 2 256 256 3× 3 256 56× 56 590080 1849688064
Con3 3 256 256 3× 3 256 56× 56 590080 1849688064
Con4 1 256 512 3× 3 512 28× 28 1180160 924844032
Con4 2 512 512 3× 3 512 28× 28 2359808 1849688064
Con4 3 512 512 3× 3 512 28× 28 2359808 1849688064
Con5 1 512 512 3× 3 512 14× 14 2359808 462422016
Con5 2 512 512 3× 3 512 14× 14 2359808 462422016
Con5 3 512 512 3× 3 512 14× 14 2359808 462422016
flatten 25088 0 0

Layer No. of Inputs
(I)

No. of Bias
(B)

No. of Outputs
(O)

No. of Parameters
(IO +B)

FLOPS (IO)
(Ignoring Biases)

FC6 25088 4096 4096 102764544 102760448
FC7 4096 4096 4096 16781312 16777216
FC8 4096 1000 1000 4097000 4096000

Total 138357544 15470264320

Table 3. Reduced architecture of VGG-16 network (V GGopm) with total number of parameters
(P ) and computational complexity (O) in FLOPS

Layer No. of Channels
(Cl)

No. of Filters
(Nl)

Filter Size
(n× n)

No. of Bias
(Bl)

Output Size of each
Feature Map
(Xf l × Yf l )

No. of Parameters
(P = ClNln

2 +Bl)
FLOPS

(O = ClNln
2Xf l , Yf l )

Input 224× 224 0 0
Con1 1 3 48 3× 3 48 224× 224 1344 65028096
Con1 2 48 52 3× 3 52 224× 224 22516 1127153664
Con2 1 52 110 3× 3 110 112× 112 51590 645765120
Con2 2 110 118 3× 3 118 112× 112 116938 1465390080
Con3 1 118 245 3× 3 245 56× 56 260435 815955840
Con3 2 245 250 3× 3 250 56× 56 551500 1728720000
Con3 3 250 255 3× 3 255 56× 56 574005 1799280000
Con4 1 255 503 3× 3 503 28× 28 1154888 905037840
Con4 2 503 505 3× 3 505 28× 28 2286640 1792329840
Con4 3 505 490 3× 3 490 28× 28 2227540 1746007200
Con5 1 490 473 3× 3 473 14× 14 2086403 408842280
Con5 2 473 449 3× 3 449 14× 14 1911842 374633028
Con5 3 449 438 3× 3 438 14× 14 1770396 346911768
flatten 21462 0 0

Layer No. of Inputs
(I)

No. of Bias
(B)

No. of Outputs
(O)

No. of Parameters
(IO +B)

FLOPS (IO)
(Ignoring Biases)

FC6 21462 4096 4096 87912448 87908352
FC7 4096 4096 4096 16781312 16777216
FC8 4096 1000 1000 4097000 4096000

Total 121806797 13329836324
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Table 4. Detail architecture of AlexNet network (Alexori) with total number of parameters (P )
and computational complexity (O) in FLOPS

Layer No. of Channels
(Cl)

No. of Filters
(Nl)

Filter Size
(n× n)

No. of Bias
(Bl)

Output Size of each
Feature Map
(Xf l × Yf l )

No. of Parameters
(P = ClNln

2 +Bl)
FLOPS

(O = ClNln
2Xf l , Yf l )

Input 227× 227 0 0
Con 1 3 96 11× 11 96 55× 55 34944 105415200
Con 2 48 256 5× 5 256 27× 27 307456 223948800
Con 3 256 384 3× 3 384 13× 13 885120 149520384
Con 4 192 384 3× 3 384 13× 13 663936 112140288
Con 5 192 256 3× 3 256 13× 13 442624 74760192
flatten 9216 0 0

Layer No. of Inputs
(I)

No. of Bias
(B)

No. of Outputs
(O)

No. of Parameters
(IO +B)

FLOPS (IO)
(Ignoring Biases)

FC6 9216 4096 4096 37752832 37748736
FC7 4096 4096 4096 16781312 16777216
FC8 4096 1000 1000 4097000 4096000

Total 60965224 724406816

Table 5. Reduced architecture of AlexNet network (Alexopm) with total number of parameters
(P ) and computational complexity (O) in FLOPS

Layer No. of Channels
(Cl)

No. of Filters
(Nl)

Filter Size
(n× n)

No. of Bias
(Bl)

Output Size of each
Feature Map
(Xf l × Yf l )

No. of Parameters
(P = ClNln

2 +Bl)
FLOPS

(O = ClNln
2Xf l , Yf l )

Input 227× 227 0 0
Con 1 3 72 11× 11 72 55× 55 26208 79061400
Con 2 36 210 5× 5 210 27× 27 189210 137781000
Con 3 210 348 3× 3 348 13× 13 658068 111154680
Con 4 174 336 3× 3 336 13× 13 526512 88923744
Con 5 168 174 3× 3 174 13× 13 263262 44461872
flatten 6264 0 0

Layer No. of Inputs
(I)

No. of Bias
(B)

No. of Outputs
(O)

No. of Parameters
(IO +B)

FLOPS (IO)
(Ignoring Biases)

FC6 6264 4096 4096 25661440 25657344
FC7 4096 4096 4096 16781312 16777216
FC8 4096 1000 1000 4097000 4096000

Total 48203012 507913256

4.1. Reducing VGG-16 and AlexNet on ImageNet and Comparison with
the state-of-the-art

We use Keras model of VGG-16 which has 138 million parameters across thirteen convo-
lutional layers and three fully connected layers. It is obtained by directly converting the Caffe
model provided by Simonyan et. al. [23]. We took 20000 images from training examples for
identification of wins. For the presented VGG-16 network (i.e. represented as V GGori), we
reduce each layer by eliminating wins as shown in Table 3. Reducing VGG-16 network (i.e. rep-
resented as V GGopm) receives a significant reduction in P andO i.e. 12% and 14% respectively
of V GGori. Table 6 shows the comparison between both the models.
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Table 6. Comparison of original and reduced models

Network Top-1 Accuracy Top-5 Accuracy Number of
Parameters (P )

Computational Cost (O)
(in FLOPS)

V GGori 68.3 88.4 138357544 15470264320
V GGopm 67.5 88.2 121806797 13329836324

Percentage
Reduction 12% 14%

Alexori 56.8 79.9 60965224 724406816
Alexopm 56.6 79.9 48203012 507913256

Percentage
Reduction 21% 30%

Table 7. Comparison with the state-of-the-art

Network Method Top-1 Accuracy Top-5 Accuracy Number of
Parameters (P )

Computational Cost (O)
(in FLOPS)

VGG16 Baseline 68.3 88.4 138.3 M 15.5 B
Li et al. [17] 69.3 89.1 131.4 M 9.6 B
He et al. [12] 67.8 88.1 130.8 M 7.0 B
Luo et al. [18] 67.6 88.1 8.32 M 9.3 B

EVF 67.5 88.2 121.8 M 13.3 B
AlexNet Baseline 56.8 79.9 60.9 M 724.4 M

Kim et al. [15] – 78.3 11.2 M 272 M
Astrid et al. [3] 55.0 79.0 8.7 M 205 M

EVF 56.6 79.9 48.2 M 507 M

With promising results on VGG-16, we further examine the performance of EVF on AlexNet
with five convolutional and three fully connected layers. Reduced AlexNet (i.e. represented as
Alexopm) also receives a significant reduction in P and O i.e. 21% and 30% respectively of
original model Alexori as shown in Table 5.

We test both reduced models on 50K validation images in 1000 object classes and compare it
with originals. Table 6 shows both reduced models are producing comparatively similar accuracy.

We now compare the performance of proposed EVF with state-of-the-art approaches for re-
duction of standard VGG16 and AlexNet models (see Table 7). In previous approaches the model
connections are pruned to a certain level with various methodologies and retrained to gain the
similar accuracy. However, with our method, we have achieved comparable accuracy, i.e., 67.5%
and 88.2%, Top-1 and Top-5 accuracies respectively for VGG and 56.6% and 79.9%, Top-1 and
Top-5 accuracies respectively for AlexNet after filter removal only. Hence a direct comparison is
not possible. Another major advantage of EVF is that the model can be further reused for transfer
learning to perform other related tasks.
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(a) (b)

(c) (d)

Fig. 6. Model accuracy at different β. (a) Top-1 and (b) Top-5 Accuracy for V GGopm. (c) Top-1
and (d) Top-5 Accuracy for Alexopm.

4.2. Effect of β on Classification Accuracy

Fig. 6 shows the trade off curve between accuracy and different β ranges between 0 to 0.1.
β is directly proportional to P .

”Initial convolution layers (lini) operate on raw pixels and extract low level features such as
lines and edges. However, middle layers (lmid) convolution filters combine these low level fea-
tures into high level features (complex curves and textures). For final layers (lfin) feature maps
again start going sparse” [20]. This statement is also supported by the curve in Fig. 6. For lini
and lfin, we may set the value of β on a higher side (i.e. 0.06-0.08 in our case) while maintaining
similar % accuracy. This suggest that a set of low level features which do not participate in final
decision making or redundant in nature may be excluded from network. However, in case of
lmid, β is limited to a lower range due to complex features. Network accuracy is highly sensitive
to lmid filters and only few of them may be eliminated. Table 3 and 5 also validates the argument
that more number of filters are excluded from lini and lfin compared to lmid while maintaining
similar accuracy.
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5. Conclusions
In this paper, we proposed a computational cost reduction scheme. Our method removes

insignificant filters from different convolution layers without affecting the network accuracy. It
is easy to implement and adds only a limited computational cost. We have applied our proposed
scheme on standard VGG-16 and AlexNet, which are already well optimized networks. Based
on experiments the resultant reduced models outperforms the original models in terms of compu-
tational cost while maintaining similar accuracies. This reduction is critical for transfer learning,
making it easier to reuse on lower end CPUs.
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